1 1 1 A2 PR IE B Jo I 2oy inl 4R B A
Charles Goddard and Fernando Fernandes Neto

{ charles,fernando } @arcee.ai

Abstract

FATHEE T —F il i b, @ EsVCRtEE: (OMP) EM AR IGHRA, A
MAEBINZGRRBE SR (LLMs) Rk . BAORUL, BFATRAEES S 387038 B AR
TR IR TR R S, AT B E5E, EH— A E L= R T
THEAEABA TR G F i A ZS [0 RN, SR 5 R e ] 1) 1 22 06 % ] B IR B8 1)
A8 FEFAEA PSR 2 T2 5 AF 45— Llama — . Mistral NeMo (12B) F1 Qwen
— Llama (1B) &, FAIEART OMP FEL AU LBl T BSR4 O B B b B M R
MEMBREA T ENEE TR, SEE (BMikik. BEmGRA, ARIE FEN WECHSEL.
FOCUS. ZETT) #lt, OMP {RASIRAAERMERE, ARORA T KRB - 22 571 o
R AT M HE— 25T 3 A VT RE R E(E 5317 58 2 A B B M PR BE ) Bkl X —4%
ARAE A 2 B ) T B B PO RS AR S FT (iR ir) R B R 2R . IR R MR
. e, S MR E LGN . AT A L4 2] T JF mergekit-tokensurgeon 1.
Ao, DAUEBEAT S IR 5.

1 fr4

REGE SRR (LLMs) 5@ % 2 20 01 Zhoad R v P r 20 Tl O BRI, %20 3als i ST T A B Se
AP E L SR, X SRR A s BT R HAIE . Oy BRI A T R AR 43
i [B1, 0] o BEARLEUIGRS B A TS 2 R DU 2 ARR TR, (EAEARRERIERE AT I
AR IR E A SOR PR -

B DXE SAET FRCHI AR IR . BRI AL ] RE R B PR AR PERE (26, 2] | 4R ZEmiill 45
PAEEST TR AT REAC I v (8, 2] o [, BA RS E OB RCR A I, I ] RE 80
TR 2 B ST ST L OO TERE T [0, 06] , ARALE I AT ARy RS B AR AR
GERTERI 2 A A ) Y IS¢

XA AN PR RO ) LA 28 0 rh = A TSPy ARSI RS Iy (22, 0], — A/ VR S
gy BRI IE , X F5 O T B 20 ) g AT B XA LU . R AR (07 [ 2L
FC A TANE ZORTE BRI A [ AL M i (8] o AU AT (3] (RSt MU spt S ] Y
IRAYERE, ARG T Em LA G . —FA R T BRI SR S5 5 2R a8 7 ioks
FRBIXLERE Ty, KRG BRI R A -

AT, AR T Mg T UGRR) “Trim g fore” Jrik, Hp AT IE A PURCIE B
(OMP) TE LRI ik A 23 18] Hp AT TR O o FRATTBAZ 0 AR R SRR IC B A A
FON NI EZRRCIRA IR G o SRS T2 FRATERE RS i A 23 1] A A2 fh A
AR AR X " A — B A T AR, 55 703 @ 0 57 EL 5 B RS ZRY F i A LA PR — 2

FATHE WA 5 AR T 4% S5 5 P F AL T 2T OMP 9241 Llama — Mistral NeMo (12B) #i
Qwen — Llama (1B) o fEXPIFMFIL T, OMP fE4p2. R R 23 5L E b AR 1 RE PR 15

www.xueshuxiangzi.com



R A R U (. 9ME) s R G B L . AT X — R A
mergekit-tokensurgeon FFYH T H AL, (I AEWETEISPRICHT IR AR . HE D MR AL 70 7K 4% ol 4ia;
LY LB, Mo RE AR

Bk

1. FRAIBEH T —FhAEf A 25 18] i 1 1E A2 VCRCE BRI TV R AniC #e FoAE Ty v

2. FAAE Llama — Mistral NeMo il Qwen — Llama /4% @R T T IA B 1ERIERAERE .

3. FATIRANFF 4B T ASVCEC A EE AR LA 7 SRR HE B R 11\ 5 S m S e, SR T SR RS
> B R KR A

4. FRAT5RIE T HT OMP FRS AR WM A pe S bR 28 8 FH 22 09 ) SC BRI (MBI, 380UiTi-= 2 780
I 00 frp s ke ST R )

5. FRATHRML T —Fhm g & QR OMP SLBl, J7E mergekit-tokensurgeon H1 &7 DARf{R ] T
2.

2 HBRILAE

TEAR BT L o A 8 ) B R DL I AR A B i A — RS RS A . Ry R (FEAL/28)
WAL E # 2 W AR PR RE . WA AR Yokl i i 2o 3 sl A TH RIS 6 P i ) B BOR TR
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Algorithm 1 T A= [ TR OMP
(donor)

Require: Dictionary ® = [e(-d(mor)]jevm e R>*IVal target v = e € R? | sparsity k .

j
Ensure: A set of k indices A and sparse coeffs z € RVl .
1: Initialize A <+ @ ,r v .
2: for i=1...k do
3 A arg;rela‘x/f {r, ¢J>)
4 A~ AU{I}
5 Solve xp = argming, || v — ®px4l3
6: rv—DPrzp
7
8

: end for
: return (A, z) where x is zero outside A

WO 1: JEkRID. ARt e Vi, FRATEE o) B AGERE Bhev)
Wit ¢ Viase BE, TRATH —MEBEZ A el | BB o™ o kAT B W
AN PRI S TS L €% i i

egdonor) ~ Zaj e§donor)7 AC Vo, |A| <k,
JEA

IRIRBATICE.
67gnew) _ Zaj e;base).
JjEA
X, kRSO (G, 8. 32, 64), A RIERHEMIRAS MY H OMP Kfg#tik
B/ NE G T TR RER  25 ) o B XS R, FRATRIAFRIRA e o i TIUE %
HEATE R AL E o, HICAHBUT PCRCAHR AGEE .

3.2 IEASPLACBE RS
IEAZPUREiB B [80] R oAbty il vt @ PRFRE AR E v FRERR. TE3A]
AIICE

V= 6Edonor) c Rddonm’ o — [e(ldonor)

ddonor X |VA|
J }jevm €R :

s A (!
min ||jv — x|z subject to ||z|lo < k.
zERIVAI

OMP FEACRESE 5 21 pi sk 2 il R Y 7 I8, R de/ N 3, FFaifeside . &ad b 23RS,
FATFEN—/ N ERT] A M EAETRE 2a - B 0 R T%ER
ﬁq}‘(J”\i%ﬁﬂ?ﬁ@i%d\:%l‘ﬁ]“ﬂiﬂﬁﬁ%ﬁ%%o AR @ BYHEE QR 20 A AT RO BT ke

5 AR UOE AU MK e N SR, AIRE T EIER @ S8 QR 2, FHAEE IS
BB ERLEN Pt = Qu1 Re—1 o BIRATIRMI ox, WF, FefiT: (1) WH ¢ = o5, —Qu1Q7_ 161,
(SEASIER M) (2) F—ARASREG ¢ = q/lldll2 5 (3) H ae §7& Qua FFHEULERT Ry o
N T BUARGENE, FRATVARE E R R IR A AL, HEREER 2 OMP [ 51 e SR GF il o 1
GFMEPETH Br—— 2 5 PR S AL S5 R DU R B B A ]
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AT ERHRIGE R AL O(td?) ARE] O(td) , BFF%SEFETE AR T DL R 258

[ty

TERITHBARI on J7, DI AISHIBFIL ¢ ¢ Viase TR ULBAE, MIEZHRC ¢ € Vo W
TR B A AL BT (O BER A . S, BRA ) B B RURHAIERE B2 iR A B I
FLARIE & i 2RI 1D Bt

3.3 il AL DL AN 5 AT I LBk
FATT7 R A A S PR ok AT R S PR S A S0 -

SEMEASZ 0 IS IGRHAZS ) (I, Miek LLM FRC 20, 21] ) #alid—AEpiEs
A U € RivaseXdaonor (Jep UUT m Ly, , UTU % L, ) TEHICE T2 EXF [0 . B,
KT J € Va, Ul e | Sxgmukd U B0 TAREH AR S 2 T 32 1) A
RECERE

MG RAROE . EAITEGER: (OMP) (B0, B3] Wl Dl §Eb A A i U T b H A
BRI R FE N AAT TR B . R el e 30,4 ay el OMP HEAIE
IR INEZHE] {0y} o (el = a0y el s

FREELEETRA, W e~ 30y g €N R U 2755

Uegdonor) ~ j :Oéj Ue;donor) ~ 2 :aj e;base) _ egnew).
JEA JEA

I, KF OMP JRA ) RER AL EI BRI iR A S B, BT 77— DR B A4
PEARLIERERS 55

DR BT IR AR T RS ERARE, A BATBCA U] (ST SRKIER) X AR5
FAFAE, (HIGUESS SRR EAE LB G

4 FTEEER
ol THEWTRIAE USRS B L VPAERRATEE T OMP ik

o Llama — Mistral NeMo (12B): Llama 3 [y [14] ~ 128k Jilj[. transplanted into a 12B Mistral
NeMo, which has ~ 131k tokens, E&: ~ 71k tokens (~ 54% ).

o Qwen — Llama (1B): Qwen 2.5 ff) [34] ~ 152k (iM% — A ~ 128k diLH 1B S5
Llama 3 #i%flr, & ~ 110k F7ic ( ~ 86% ).

RGO, FRATHE:

FATAE WikiText AN, HfF MMLU [15] . ARC [6] . GSM8K [6] . LAMBADA [29] .
XNLI [R] #il Paws-X [35] & il Eleuther Al f) LM Evaluation Harness [I0] 328k QA
WERRE . X T 2 & FEEL (I ZETT, FOCUS, WECHSEL Fl CLPTransfer), {145 A T H
PR ARG LA, A0 T RGN R R e o sk kS TN 520 B8, DA R B AR AR
VIR TR B LS . FRATTEAESS B2 1y e THEARRIR I A T i 2R e 4554

W RGP E DA SGE TS | S (0] THER SR IRME R R AR BB RE IR 2 (stderr ).
R 2E AL TR IPA B AR A BRI N AT E M. BT ARUE R ZEARTF AN ] i 2 R a2
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B PEREZE IR/, I BN o A HEAL B R 2451, T IR, FeI7E R 2gi R &
(%o.8.8.68) PHIETEN.

4.1 Llama — Mistral NeMo (12B)

Table 1: F: 2 HMER TP B E AN LR IEbRE RS (stderr).

Benchmark Few-shot StdErr
MMLU acc (agg.) 0 0.004
ARC Challenge acc_norm 0 0.014
GSMSK exact_match (flex) 5 0.013
XNLI acc (agg.) 0 0.003
AGIEval acc (agg.) 0 0.005
Lambada (EN) 0 0.006
WikiText bits_ per_ byte 0 N/A"

* LM Eval Harness does not report bootstrapped stderr for perplexity metrics.

‘(flex)’ refers to flexible answer extraction; ‘(agg.)’ is aggregated score.

7 Llama — Mistral NeMo 7, Al NeMo ##Z B A5 MMLU ##i# (64.5 %). £ 0 BR,
OMP 5 k = 64 —24¥% MMLU f5454E 62.2 % (-3.6 %), ifi fij il P3| ~ 58% (-9.3%). &
SR BUCGRIE AR B B AR THCATE S R, (2 OMP 34K R 2 AR g 1)

Table 2: Llama — Mistral NeMo Z55 . AHXH:REARL BRTERE 51,

Model MMLU XNLI GSMRK AGIEval Lambada WikiText
(EN) (Bits/Byte

Baseline (Mistral NeMO) 0.6452 0.4367 0.5588 0.3752 0.7819 0.5296

OMP-K8 0.6129 0.3782 0.1289 0.3137 0.6897 0.7798
(-5.00 % ) (<1339 %) (-7693%) (-1638%) (-11.79%) ( +47.24 %

OMP-K32 0.6158 0.3780 0.1296 0.3146 0.6905 0.8048
(-4.56 %) (-13.44 %)  (-76.80 %) (-1615%) (-11.69 %)  ( +51.95 %

OMP-K64 0.6222 0.3780 0.1463 0.3158 0.6895 0.7417
(-3.57%) (<1343 %) (-7381%) (-15.83%) (-11.81%) ( +40.05%

FOCUS 0.2299 0.3286 0.0076 0.2447 0.0000 5.8441
(-64.37 %) (-2474 %) (-98.64%) (-3478 %) (-100.00% ) ( +1003.47

ZeroEmbed 0.5852 0.3689 0.0334 0.2905 0.6598 0.9881
(-9.29 %) (<1553 %)  -94.03%  (-2257%) (-1561%) ( +86.58 %

MeanEmbed 0.5936 0.3693 0.0523 0.2952 0.6670 0.8993
(-8.00 %) (-1543 %) (-90.64 %) (-21.31%)  (-14.69 %)  ( +69.81 %
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4.2 Qwen — Llama (1B) &5}

T AEH ) token HEF (25 86 %) , Qwen — Llama FBAHEI T NHBWEE, XILT
A5 T 51 MMLU 1 ARC XA REM R PITA JiE token. £i% B B/R T X R. Hir,
ZeroEmbed F1 MeanEmbed #3142 B 6 1 token ®IIRALT-HLX Se L i A — A R R 2
OMP 7EixXfhE SRt Iy S . TF MMLU (36.40 % vs. 36.73 % 34k) #1 ARC (36.26 %
vs. 36.26 % JE4R) HPRAER TREHLAIPERE, JFHE Belebele RPN, {UFE WikiText Ry
T EESE (0.7159 vs. 0.6605 bits/byte) . Z%PEREME T A 7 B 8 LN ¥ . X GSMBK,
TR FH A B REA D AR iR 11 OMP {3k A5 J7.

Table 3: Qwen — Llama (1B) 43¢ A RE .

Model MMLU ARC-C GSMS8K Belebele WikiText
(Bits/Byte) |
Baseline (Llama) 0.3673 0.3626 0.0675 0.2813 0.6605
OMP-K8 0.3641 0.3626 0.0144 0.2687 0.7160
(-085%) (40.00%) (-78.65 %) (-4.46 %) (+8.40%)
OMP-K32 0.3640 0.3626 0.0144 0.2693 0.7160
(-0.89 %) (+0.00% ) (-7865% ) (-4.25%) (+8.39 %)
OMP-K64 0.3640 0.3626 0.0144 0.2704 0.7159
(-0.89 %)  (4+0.00% ) (-78.65%) (-3.86%) (+8.38 %)
CLPTransfer 0.2295 0.2858 0.0000 0.2299 6791.6044
(3752 %) (-21.18 %) (-100.00 % ) (-18.26 %) ( + 1le6 % )
FOCUS 0.2695 0.3549 0.0174 0.2478 0.8870
(-26.62 %) (212 %)  (-7416 %) (-11.91 %) ( +34.29 %)
WECHSEL 0.2314 0.2389 0.0099 0.2470 3.1852
(-36.98 %) (-34.12% ) (-85.39 %) (-12.17 %) ( +382.24 % )
ZETT 0.2634 0.3055 0.0000 0.2480 1.1426
(-28.27 %) (-15.76 % )  (-100.00 %) (-11.82% ) ( +72.99 %)
ZeroEmbed 0.3640 0.3626 0.0144 0.2648 0.7169
(-089 %) (+0.00%) (-7865%) (-5.87%) (+853%)
MeanEmbed 0.3641 0.3626 0.0144 0.2577 0.7180

(-085%) (+0.00%) (-7865%) (-838%) (+870%)

AT TR SEL ke AT i B E D A PERE . FRATHYSEER I T & =8 2 k = 256 1)

H.

TE Qwen — Llama 5255, FATKIE L & = 16 2kl Mot , REEESALE k= 32 F
64 JERE NEIRET . B, ST k=8 . k=32 k=256 , MMLU 534551k 36.41 % .
36.40 % A1 36.41 %

7E Llama — Mistral NeMo M5 0L T, FRATWERS] & E5 = BHA 3 0 ok, JLIL2 e
GSMSK XEEMIEEATES T (FF k= 8 Wl 12.89 % X HGFE k = 64 BN 14.63 %) . SR, #itk
k = 64 JEUlat b i .

FATEHWAE k=64, PENBELEIERERMACR Z HERHE T me B .
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43 HeflitEiE PR,
F£ Llama — Mistral NeMo (5% B ) il Qwen — Llama (3 B) s, — Mg A HPWE
BEAE PRI RR I B35 N, JUHUZAE GSMSK | (T OMP-K64, 4335l FF 1-73.8 % FI-78.7 %,
SEMEM) . FRATHENZIETEFAME T RRAZ R . Mistral NeMo fl Qwen R i LA FRic
b (B, “12347 — «17, 27, 37, “4”), {74 10 ANEREECEPRIC. M2 T, Llama 3 fif
gﬁfzgﬁ%ﬁﬂ(ﬂw,ﬂ%m-+“my,%U,%ﬁﬁéﬁﬁ%ﬁiﬁm%(ﬂwﬁﬁﬁ
BFhnid) .

TE Ty EAVLEC R (B TR (41 Qwen — Llama f Llama — Mistral NeMo), —%i%1
B RZHEUEST S Z X N X AR, F UL T RER AEEC 4 5 00 OMP &, X AR v RETE
PR 2R ) O RUE R A E P S I ARG R, X Be TR A E v BB 5 TN 25 40 1) 8 ¢
HIREE TUTZ5A . B, QBB E — AN WHEUEAT S P PR <7 SO8hE” (9] 451 E 3Rk
F, IBAGEARICE )y iR (@ OMP /] Qwen 1 ‘17, ‘27, ‘3’ i Llama
B =IREL 1237) ATRETCYALRFFX AU ZEHE, MITHIE B ARRE . (EAHEER 2, FEXERPUHD
B35, BRI H R 2 B S B A B B S, X R IHBEA R BE ) 5 01 23 [a) 18
FI s oA B A 5

R TR — B, FATHAT TN LE:, R Mistral NeMo [ iR 2§ F84E %] Qwen 2.5 7B
BRI, BREEM S, WBBUEE A 0 AT S T R, R BB RA .
Wk a fs, fEiX— Mistral NeMo #| Qwen BT, OMP-K64 78 GSMSK L FHEREILC T
M 7-5.6 % (M 82.6 % &% 78.0 %) . X FEUE T EAVCECHF AL E ) >70 % MMEIRIE L 1 fEHH
T

Table 4: Mistral NeMo — Qwen [1 5125

Model MMLU ARC-C XNLI GSMS8K AGIEval Lambada WikiText
(EN) (Bits/Byte) |
Baseline (Qwen) 0.7196 0.5137 0.4344 0.8264 0.5639 0.7173 0.5847
OMP-K64 0.7064 0.4872 0.3769 0.7801 0.4423 0.6396 0.6781
(-1.83%) (-5.15% ) (-13.22%) (-560%) (-21.56% ) (-10.82%) (+15.97%)
MeanEmbed 0.6839 0.4693 0.3560 0.7900 0.4288 0.6309 0.7524
(-4.95%) (-864%) (-18.04%) (-440%) (-23.96% ) (-12.04%) ( +28.69% )
ZeroEmbed 0.6874 0.4804 0.3542 0.7779 0.4278 0.6299 0.7722
(-4.46 %) (-648%) (-1847%) (-587%) (-2413%)  (-1218%) (+32.07% )
CLPTransfer 0.2297 0.2474 0.3326 0.0038 0.2456 0.0000 5.8987
(-68.08%) (-51.83%) (-23.44%) (-9954%) (-56.44% ) (-100.00% ) ( +908.82 % )

X FERR P SCRE T RATA B A EARIC AT TR, OMP B HIAE SRR BB T
Hepefg. A OMP BEARIERE —BOSCAPRCH R R, (HEUERIR BS54 22 el ok TR
APk, X REL I TRARFE RHER, BRARRA AR EAR LA SRS PR B S AL TERS AR I
2P AT RE R ZER A AR ICRE T L T IALHR, DATE PR B AR AR 0 (] B BE T

4.4 FREBIIZE

FARBATIHEA T LM INGR, HIRATEEE], W00 GO e ued b ] At —Sfd g tiae. &
T SERIESE, B D R FFEE G A B TAERURUE S (0 GSMBSK) BRI IERE, HEHEAR
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OMP A G LT HALTRA T KA Tr ik

XEERAAE DCLM (23] Bl — S A AChRCh) 74 ERoE— . B ey
AL AdamW fLALERH 5e-6 fy2% ] HPEATIRHE . OMP 2 — A IEARAYA 2 45h de-T. XTI RE
FH] OMP WAL IR A B 28 (7 R IFH X I B et ARSI BR e 8 . 3
I E] OMP 7£ XNLI EpyiisMe il ete CPT 2 Jq. RETYIEE M A E, %185 XNLI
RS TR SR AN AL & 9830y CPT #diadle, X n] RESRM] CPT UbHIPLEL 1 B AR & A1 55 B )
ﬁﬁ%?)ﬁ(ﬁl%, T AT RE 2 1 T OMP WG AR BRI (K mT AT ST BT A OB AR > 151
ERA) o

Table 5: Qwen — Llama X5 ARZHZ37E DCLM Hlledk ERFLERONZRmbricai Bty ik it e
FUBE . IR T 7 b SR T -5 EE B LR A PR AR A . W T WikiText (fi2/5774Y) , A
MGHAT 5 X T A A AR, (RS AT o

Model MMLU XNLI AGIEval LAMBADA Belebele WikiText
(EN) (Bits/Byte) |

Baseline 0.3673 0.4086 0.2690 0.6204 0.2813 0.6605

Zero-Shot

ZETT 0.2634 0.3437 0.2487 0.3460 0.2480 1.1426
(-283%) (-159%) (-7.6%) (-442%) (-11.8%) (+73.0% )

FOCUS 0.2695 0.3578 0.2577 0.5936 0.2478 0.8870
(266%) (-124%) (42%) (-43%) (-11.9 %)  (+34.3 %)

OMP-K64 0.3640 0.3430 0.2605 0.6200 0.2704 0.7159

(-09%) (-161%) (-31%) (-01%) (-39%) (+84%)
With Continued Pre-Training

ZETT-DCLM-2B 0.3151 0.3784 0.2638 0.6115 0.2725 0.6819
(-142%) (-74%) (-19%) (-14%) (-31%) (+32%)

FOCUS-DCLM-2B 0.3444 0.3750 0.2579 0.6198 0.2559 0.6733
(-62%) (-82%) (-41%) (-01%) (-90%)  (+1.9%)

OMP-K64-DCLM-2B  0.3725 0.3388 0.2604 0.6185 0.2724 0.6730

(+14 %) (-171%) (-32%) (-03%) (-32%) (+1.9 %)

4.5 TRECE,

B TEREFEARZ A1, A TRlER BRI SE B8 A MO T Hot B AR . AT T Qwen — Llama (1B)
5 R EGMITEE], ZE5 3 M KRY) ~ 41,000 Mric. OMP JEBARCRMEE © 7F 84~ H100 GPU
F, NE3S (Fk=8) Ml (Fk=32). 1% ZeroEmbed il MeanEmbed X1 i B4
HEICFEATTERA (1F CPU LILF2BRE) . M2 T, Hi 2 Je i BRA T 33K
¥ CLPTransfer ¥ CPU [ RAFE 9 /N, 1 FOCUS FE8% (K RIFT (FLAARRHE A IE%,
B EZARIG) o ZeTT ¥ R—IRIEMRITTING A (FEIRATWBE T, 7E 8x H100 GPU
A T 39 /NI, BB ALY B (FEEAS H100 GPU _EPATILES LT 2 4
BR) o XA R T OMP ¥, 1EA—FEIEHREE. BEFMFERT S, W PAFELT KET
THEBEE TIPSO S RS .
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5 Phig
Joft 2, OMP ZORMAR 7 A ZS R T R AR A A LSk (o8] | oo fasil it

AAERAE L R TR SRR [10] o OMP M S 358 i i S A e 5 L i A i 2%
2, kRS, EAEAEAT LR B R A DL Al 2 R WA CAY 515 S5 1

i H

L S ge R & . O A A H AR EAEZE R KU A A A B AR B b
FATRT AR PCFEE A i) o0 1D F e B 22 SUR i - logit FYZETR o

2. EIPEMRAG . [22] BOUDAY CERGT BN S RO “Hibds” BB R . AT OMP
HIREAE FRVFTE AN TG TR A 17 00 T (O A R A A0

3. GUIFILY . OMT W LARH T iy SUsL Mmlis (B, Boi. (b2, RIBSEIES) 4
IR, AR5 a8 e, M NBA S S B ENT. XN T H/ MR T A

&b
HB o

JIBAVERIAR R L. FRNIIEMKITAE Vi h 20—l RAEERS, WAL
RN —— Al AT BN R B 52 1) Unicode J3Jal 48 & 53 A5 RUF 51 0 lit—2¢ 1D,
FELEA V| > 0 o 450 EARRE AT % (B RSN B 25 WA B 17 B g
2 REBERECAAT S RCR . TEFANT AR — R BRI R A _E AR TARR— A~ K887 2 T A
TRET TSRS . X SRIECRF AT OMP AL PR—EATL, 5] IR L1 TR Ak Se 45 Hy R 22 BT
BT RBCFARCARBE . HA AR 45 g WP AN RH A B TRl A 5 £ SR B2 HA AR B 2 S B2 AR o

FNTTAER BB 52 o TN ZR T8 S R AR IR 28 . A3 R A LA R MR R U B 25
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TARRUN A F H A BRSO TS ReRT . Bildn:

o AEHEA B AL IE Y : AR — AR R B A AT RE I I RO BB (BN, AR R A e AR
B RBUL SR i B0 EAR LN E) . TR BRI RE S ST & o i
R R i RS HAR R R AR o TE USRI T IR AR Tl 5 e S 203 A A
KB BAFN LM FITHEER

o IMZEFIFERIERE: RS BTS2 I HFRR . ARSI G0 5 R A G R i 22 B
SR, I RUE O, XL 2 B T RE S TOAE LR, AR AT AN TR, , WTRES R
M R RELF) 73] i T 10T BRI v 5

WS, FRE LLM R K AME BESTALAT) b T A E AN FORIE. 31 TR —EBA R iz
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Token Sparse Linear Decomposition

UTF8gbsn &~ ‘readers’ x 0.147 + ‘reader’ x 0.129 + ‘UTF8gbsn {E¥’ x 0.126 +

e “UTF8mj [ x 0.139 + ‘UTF8gbsn 2/’ x 0.111 + ‘retail’ x 0.112 +
¢ visually’ x 0.107 + ‘UTFSmj 3’ x 0.149

UTF8mj [Fl ~ ‘UTF8mj FFE’ x 0.142 + ‘UTF8mj [F[F x 0.122 + ‘UTF8mj [FIE/

x 0.101 + ‘UTF8gbsn &3’ x + ‘Despite’ x + ‘UTF8gbsn
D2’ x 0.106 + ¢ ’ X + D’ x -0.073

UTF8gbsn ~ ‘UTF8gbsn B’ x 0.245 + ‘UTF8gbsn &’ x 0.126 + ‘UTF8gbsn iX&’

B x 0.154 + ¢ { } D x 0111 4+ ¢ Exist’ x 0.106 + ‘metro’ x 0.108 +
‘cht’ x -0.095 4+ ‘UTF8gbsn Hijii’ x

¢ varias’ ~ ‘varias’ X 0.208 4 ‘diversas’ x 0.151 4+ ‘muit’ x 0.125 4+ ¢ varios’
x 0.161 + ‘uma’ X + ¢ various’ X + ‘arios’ x + ¢
Brief’ x -0.077

UTF8gbsn & ‘consumers’ x 0.122 + ‘UTF8gbsn i}’ X + ‘UTF8mj [BE) x

HEH 0.113 + ‘UTF8gbsn 3> x 0.101 + ¢ Consumers’ x 0.112 + ‘UTF8ghsn
e x -0.072 4 ¢ visitors’ x + ¢ portions’ x -0.078

UTF8gbsn ~ ‘“profit’ x 0.141 + ‘UTF8gbsn #[’ x 0.124 + ‘ylim’ x 0.127 +

EH lucrative’ x 0.130 + “Windows’ X + ¢purpos’ x 0.147 + ‘UTF8gbsn
B X + ‘selling’ x 0.106

UTF8gbsn &~ ‘experts’ x 0.166 + ¢expert’ x 0.163 + ‘UTF8gbsn i’ x 0.119 +

S 3 ‘UTF8gbsn F4F” x 0.118 + ‘UTF8gbsn B x + ¢ Scientists’ x
0.125 + ‘UTF8gbsn %if]’ x 0.105 + ‘UTF8gbsn %y~ x

UTF8ghsn ~ ‘UTF8gbsn T& % 3’ x 0.197 + ‘UTF8mj [FBPFE’ x 0.164 + * ’

PDENDH Y x0.114 + ¢ harus’ X + ‘UTF8gbsn N &’ x 0.126 + ‘However’ X

S + ¢ dispositivo’ x 0.115 + ‘ muss’ x

UTF8gbsn &~ ¢ fluoride’ x 0.123 + ‘UTF8gbsn #’ x 0.150 + ¢ lithium’ x 0.141 +

5 ‘UTF8gbsn 4’ x 0.112 + ‘@a’ x 0.139 + ‘ann’ x -0.103 4+ * fluor’ x
0.134 4 ¢ dynam’ x -0.098

‘gefihrt’ ~ ‘gemacht’ x 0.161 4 ‘fithrt’ x 0.202 4+ ‘UTF8mj [EF) x +
‘geben’ X + ‘UTF8gbsn TH VN’ x + ‘chnitt’ x +
‘iliated’ x + ¢ Sch’ x -0.061

Figure 1: Qwen 2.5 {iil. P EARICI M &It . BRI #N & = 8 AEERIARICHT AL
il REORIERNE @ (SRENIE, 2EN157).

A2 RIS kAT

2 0 PRSI T AT T A B . Mg (BRSPS AR ME SN ) AIEPEE DA
LEATRRIEAVEANIE, PARFBVEE L. FRuEPPALREEN 140 MMLU, ARC. GSMS8K %, fEIESC
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ks, HaEd LM Evaluation Harness 1] .

Table 6: 5B HI (] A FATARIA o

Asset Name Creator / Origin ~ Version / Identi- Source / Access License
fier
Models
Llama 3.2 1B Meta Al [i4] Sept. 2024 re- https:// Llama 3
lease huggingface.co/ Community
meta-Ilama/Llama-3. License
2=1R
Qwen 2.5 7B Alibaba [34] Sept. 2024 re- https:// Apache 2.0
lease huggingface.co/
Qwen/Qwen2.5-7B
Mistral NeMo Mistral AI July 2024 re- https:// Apache 2.0
12B lease huggingtface.
co/mistralai/
Mistral-Nemo-Rase=2407
Software
transformers Hugging Face 4.50.0 pip install Apache 2.0
transformers==4.50.0
LM Eval Har- EleutherAT [iT] 0.4.8 pip install MIT License

ness Im-eval-harness==0.4.8
mergekit Arcee AT [i3] Hash: 4da40d2 https://github.com/ BuSL-1.0
arcee—ai/mergekit
axolotl Axolot] AI 0.8.1 pip install Apache 2.0
axolotl==0.8.1
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